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Recent progress in AI for physics
• Theoretical physics benchmarks are approaching saturation.


• Many recent papers use AI for substantial mathematical calculations.


• Autonomous discovery of important physics results is not yet common. A 
central challenge is choosing meaningful, well-defined research problems.


• Given the importance AI systems, it is important to understand how they are 
being trained and how they work. Thus this lecture series!

TheoPhysEval: Assessing AI agents at 
autonomous theoretical physics problem 
solving
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Stages of LLM training

From pre-training to RL



Recall: Pretraining LLMs
• LLMs learn a probability distribution for the next token using an 

autoregressive transformer. 


• Pretraining uses large corpora of text, code and other data, including 
scientific papers.


• Next token prediction loss:

224 12 Transformers

Figure 12.12 Training GPT3-type decoder network. The tokens are mapped to
word embeddings with a special <start> token at the beginning of the sequence.
The embeddings are passed through a series of transformer layers that use masked
self-attention. Here, each position in the sentence can only attend to its own
embedding and those of tokens earlier in the sequence (orange connections). The
goal at each position is to maximize the probability of the following ground truth
token in the sequence. In other words, at position one, we want to maximize the
probability of the token It; at position two, we want to maximize the probability
of the token takes; and so on. Masked self-attention ensures the system cannot
cheat by looking at subsequent inputs. The autoregressive task has the advantage
of making efficient use of the data since every word contributes a term to the loss
function. However, it only exploits the left context of each word.

the masked self-attention. Hence, much of the earlier computation can be recycled as weProblem 12.7 generate subsequent tokens.
In practice, many strategies can make the output text more coherent. For example,Notebook 12.4

Decoding
strategies

beam search keeps track of multiple possible sentence completions to find the overall most
likely (which is not necessarily found by greedily choosing the most likely next word at
each step). Top-k sampling randomly draws the next word from only the top-K most
likely possibilities to prevent the system from accidentally choosing from the long tail of
low-probability tokens and leading to an unnecessary linguistic dead end.

12.7.4 GPT3 and few-shot learning

Large language models like GPT3 apply these ideas on a massive scale. In GPT3, the
sequence lengths are 2048 tokens long, and the total batch size is 3.2 million tokens.
There are 96 transformer layers (some of which implement a sparse version of attention),
each processing a word embedding of size 12288. There are 96 heads in the self-attention
layers, and the value, query, and key dimension is 128. It is trained with 300 billion
tokens and contains 175 billion parameters.

This work is subject to a Creative Commons CC-BY-NC-ND license. (C) MIT Press.

Illustration from Prince Deep Learning book

ℒ(θ) = −
T

∑
t=1

log pθ(yt ∣ y<t)

In practice, 
tokens are not 
entire words. 



Stages of training
• Pretraining: next-token prediction on broad text, code and other data 

builds general capabilities.


• Midtraining: continue the same objective on a more targeted data 
mixture.


• Supervised fine-tuning (SFT): imitate curated prompt–response 
examples, including reasoning traces. Usually only response tokens 
contribute to the loss.


• RLVR: sample solutions, verify outcomes automatically and reinforce 
successful attempts. GRPO is one training algorithm.


• RLHF / RLAIF: use human or AI preferences to optimize response 
quality, including tasks without exact answers.


• These stages can repeat or overlap. Tool use and agent training can 
combine SFT and RL.



Supervised Fine-Tuning

Fine-tuning with SFT



Supervised fine-tuning (SFT)
Training data pairs a prompt x, specifying the problem, with 
an expert solution y*.
An expert solution is a sequence of tokens:

y*  =  (y*1 ,  …,  y*T)

The LLM generates the answer auto-regressively:

πθ(y*  |  x)  =  
T

∏
t=1

πθ(y*t   |  x,  y*<t),

Here, πθ is the LLM model (or “policy”), and the preceding expert 
tokens are

y*<t  =  (y*1 ,  …,  y*t−1) .

The SFT loss is the negative log-likelihood of the expert 
solution:

ℒSFT  =   − log πθ(y*  |  x)  =   −
T

∑
t=1

log πθ(y*t   |  x,  y*<t) .

Training makes the expert solution a likely answer to the 
prompt, token by token.

x — prompt: 

A mass m is attached to a 
spring with constant k. 

Find its angular frequency.

y — expert response: 

Newton’s law gives 
m q̈ = −kq. 

Compare with q̈ = −ω²q: 

ω = √(k/m).

Example SFT data



Software stack for post-training
• Mature libraries provide optimized building blocks for post-training.


• SFT: Hugging Face TRL (SFTTrainer), NVIDIA NeMo and Axolotl 
provide established training workflows.


• verl: distributed RL training, with flexible model and rollout backends 
for research workflows.


• NeMo RL: NVIDIA’s framework for distributed RL, with support for 
large GPU training jobs.


• Choose a stack based on the model, hardware and rollout engine, then 
profile memory and throughput.



Memory requirements (Example)
• 7B example: 10K tokens total (prompt + response), 16-bit weights and 

full AdamW training. 


• Inference: ≈22–24 GB total for one sequence, including ≈14 GB 
weights and ≈5 GB KV cache.


• SFT: budget ≈150–170 GB total, including ≈126 GB model states. 
Assume microbatch 1, FlashAttention and layer activation 
checkpointing.


• RLVR / GRPO with KL: budget ≈180–200 GB total for 4 concurrent 
10K-token rollouts, a frozen reference policy and microbatch 1 
updates. Same training optimizations as SFT.


• These are illustrative estimates across GPUs, using a 32-layer model 
with standard multi-head attention. Actual peaks vary by 
implementation.



SFT with LoRA
• Low-rank adaptation (LoRA) freezes pretrained weights and trains small low-rank 

updates to selected matrices (Hu et al., 2021).


• Advantage: Needs less much GPU memory, potentially less training data for fine-
tuning (regularization).

Illustration from Bishop Deep Learning book

Example: rank 16 

W₀: 4096 × 4096

16.8M frozen parameters


A: 4096 × 16

B: 16 × 4096


131,072 trainable parameters

≈0.8% of the full matrix


Typical ranks: 8–64



Reinforcement Learning

Fine-Tuning with RLVR



Fine-tuning reasoning with RLVR
RLVR: reinforcement learning with verifiable 
rewards.


Sample: generate K candidate solutions for a 
prompt x using the “policy” given by the LLM. 

yi  ∼  πold( ·   |  x),      i  =  1, …,  K

Verify: check the final answer or run code 
tests.

ri  =  r(x,  yi)  =  {1   passes the verifier
0   otherwise

Update: reinforce successful solutions, e.g. 
with GRPO.

The RL update needs no expert reasoning trace. 
Solutions can differ from human demonstrations.

x — prompt 

Spring with mass attached. 
m = 1 kg, k = 4 N/m. 

What is ω?

y₁ — sampled attempt 

m q̈ = −4q, so ω² = 4. 
ω = 2 rad/s. 

Reward 1 → reinforce

y₂ — sampled attempt 

ω = k/m = 4 rad/s. 

Reward 0 → suppress



GRPO algorithm
• Before GRPO: PPO-based RLHF (e.g. InstructGPT) trained an additional 

value model (“critic”) to estimate advantages, adding memory and 
training cost.


• Innovation: Group Relative Policy Optimization (DeepSeekMath, 2024) 
compares several answers to the same prompt. Normalized group 
rewards replace the learned critic, reducing overhead while retaining 
PPO-style clipping.


• Use by Chinese labs: DeepSeek used GRPO for R1. Alibaba’s Qwen 
team also used GRPO, then introduced GSPO for later Qwen3 models.


• Use by US labs: NVIDIA reports GRPO training for Nemotron. Public 
reports do not establish whether OpenAI or Anthropic use GRPO in their 
flagship models.



GRPO: full objective
For one prompt x, sample K trajectories from the rollout policy.

yi  ∼  πold( ·   |  x),      i  =  1, …,  K

Minimize the average loss over trajectories and their tokens:

ℒGRPO(θ)  =   −
1
K

K

∑
i=1

1
Ti

Tᵢ

∑
t=1

[min(ρi,tAi,  clip(ρi,t,  1 − ε,  1 + ε)Ai)  −  βDi,t(θ) ]

K trajectories

Tᵢ tokens in trajectory i

ε: clipping threshold

Limits the incentive for 
large policy updates

β: KL strength

Dᵢ: KL divergence

Penalty for 
departing from the 
reference policy

Aᵢ: group-relative 
advantage

ρᵢ,ₜ: policy ratio



GRPO: policy ratio and KL
Token context: prompt and preceding generated tokens

hi,t  =  (x,  yi,<t)

Policy ratio: current probability / rollout probability.

ρi,t(θ)  =  
πθ(yi,t  |  hi,t)

πold(yi,t  |  hi,t)

We can do multiple gradient updates on the same rollouts (for the old policy). Clip 
to limit each round of updates.

KL divergence: departure from a frozen reference policy

Di,t(θ)  =  DKL(πθ( ·   |  hi,t)  ∥  πref( ·   |  hi,t))

The reference is typically the SFT model. The KL penalty discourages large 
changes from that starting policy. Often omitted. 



GRPO: binary rewards
A verifier assigns rᵢ = 1 for a correct answer and rᵢ = 0 otherwise.

Within this group, the success fraction and reward spread are

p  =  
1
K

K

∑
i=1

ri,      s  =  
1
K

K

∑
i=1

(ri − p)2   =   p(1 − p)

Every token in a trajectory receives the same “group relative” advantage:

Ai  =  
ri − p

s
,       0  <  p  <  1

w+  =   1 − p
s   >  0   (correct,  ri = 1)

w−  =   − p
s   <  0   (incorrect,  ri = 0)

Correct answers have positive advantage. Incorrect answers have negative 
advantage.
All pass or all fail: Aᵢ = 0



GRPO: trajectory weights
Remove clipping and set β = 0. The loss gradient simplifies to:

∇θℒunclipped(θ)  =   −
1
K

K

∑
i=1

Ai

Ti

Tᵢ

∑
t=1

ρi,t ∇θlog πθ(yi,t  |  hi,t)

At the rollout policy, every token ratio is 1 (first gradient step on the rollouts).

∇θℒGRPO(θ)  =   − 1
K [w+ ∑i:rᵢ=1

1
Ti

∑Tᵢ
t=1 ∇θlog πθ(yi,t  |  hi,t)

                    +  w− ∑j:rⱼ=0
1
Tj

∑Tⱼ
t=1 ∇θlog πθ(yj,t  |  hj,t)]

Gradient descent reinforces correct trajectories and suppresses incorrect ones, 
averaging over their tokens. 

Note: If a rollout has even one small mistake that affects the outcome, all of it gets 
down-weighted. This seems like a very inefficient learning algorithm, but it works 
very well.

upweight correct rollouts

downweight wrong rollouts



Fine-tuning models for 
theoretical physics

Led by Nate Woodward

arXiv:2604.18936,  
Published in Machine Learning: Science and Technology 



Can we do RL specifically for theoretical physics?

• Small open models let us inspect training dynamics and generated 
reasoning traces.


• Academic RL experiments can test alternative objectives and rewards, 
including exploration, reliability and self-play.


• University compute limits model size, but still permits controlled 
experiments in new domains and with new tools.


• Our goal is to understand how RL changes physics reasoning and which 
training choices improve it.



Dataset generation pipeline

• Frontier teacher models help generate synthetic and semi-synthetic QFT datasets.


• Result: about 2,000 automatically verifiable problems spanning several difficulty levels.



Our QFT problem set for RLVR

https://huggingface.co/datasets/nswoodward/VerifiableQFT

• Simple verifiable 
problems suitable 
for small models. 

• Get the data set on 
huggingface!

Example problem:



• We fine-tuned small models (Qwen 7B) with GRPO on easy QFT problems.


• Compute: four H200 GPUs for about two weeks, provided by Perimeter 
Institute.

Results on RL fine-tuning

Setup: DeepSeek-R1-Distill-Qwen-7B, GRPO, 32 rollouts per prompt, no KL penalty, Clip-Higher

Validation performance

Rollouts: 



• We used a Qwen3-30B model as a teacher to provide chain-of-thoughts.


• Validation accuracy on 7B model improves from 40.2% to 59.7%.

Results on SFT fine-tuning



SFT better in-distribution

RL generalizes better

SFT vs RL



Error classification



Error analysis

• LLM-based error classification: gpt-oss-120b and Sonnet 4.6.


• Among the 20 most improved problems, factual errors show the largest 
reduction.



Lessons from our experiments
• RL convergence is difficult. Across several starting models and 

hyperparameter settings, many of our runs failed.


• Generated reasoning traces are often verbose or repetitive. They should 
not be treated as faithful accounts of human-like reasoning.


• Pass@1 improves more than pass@32 in our experiments. Pass@k 
measures whether at least one of k attempts succeeds.


• This echoes Yue et al. (2025), “Does Reinforcement Learning Really 
Incentivize Reasoning Capacity in LLMs Beyond the Base Model?” 
arXiv:2504.13837.



Self-Learning

Can models learn without 
more human data? 

Led by Nate Woodward



Why self-learning?
• High-quality scientific reasoning data is scarce and expensive to curate. 

Data is likely the single most important driver of the progress in recent years.


• Whether or not models can improve significantly without human training 
data (e.g. without RL problems with known ground truth) is critical to AGI 
timelines.


• Academic self-learning results remain mixed. Compute budgets, starting 
checkpoints and the learning method all affect the outcome.


• Many studies start from base models. Improving an already strong 
reasoning model is a harder test.


• Here we focus on models generating training tasks and learning from their 
attempts, rather than redesigning their own architecture or training code 
(“Recursive Self-Improvement” RSI).



Make your own training data
• One model serves as both challenger 

and reasoner.


• Challenger: creates tasks near the 
model’s learning frontier, optionally 
using a document.


• Reasoner: attempts the generated 
tasks, with or without access to study 
material.


• Learning signal: a verifier or pseudo-
label supplies feedback for the 
update.


• Goal: keep generating tasks that are 
neither trivial nor consistently 
unsolvable.

Study

Make 
task

Update

Literature Corpus



Verification: pseudo-labels

• R-zero (2508.05004) does self-learning with zero training data. 


• Verification: solver majority vote produces a pseudo-label, with no guarantee of 
correctness.


• Training: Reward the solver for matching that pseudo-label, as in RLVR. Reward 
challenger to find questions at the learning frontier (50% accuracy). 


• However, this method degrades after a few iterations. 

Huang, C. et al Aug 2025



Verification: external environment
• Absolute Zero (Zhao et al., 2025, 2505.03335) uses a code executor 

as the verifier.


• The proposer creates programs and associated reasoning tasks. The 
solver predicts a missing input, output or program.


• Execution supplies a checkable outcome, reducing reliance on model-
generated correctness judgments.

Example



Can LLMs self-correct?
• Early studies found that models struggle to detect and correct their own 

reasoning errors without external feedback.


• Example: Huang et al. (2023), “Large Language Models Cannot Self-
Correct Reasoning Yet,” arXiv:2310.01798.


• In addition, novelty is hard to guarantee because a problem or solution 
may have appeared in pretraining data.  

• Older checkpoints (or “vintage LLMs”) help test contamination, but have 
weaker capabilities.


• Recent AI-generated mathematics changes the picture somewhat. Models 
are now able to solve manifestly novel math problems and self-verify with 
good accuracy (even before LEAN formalization).



Self-play with literature data
• SPICE gives the challenger access to a corpus document (not a set of 

problems) to construct reasoning tasks. Close to how humans study. 

• For science, textbooks and papers can supply grounded practice problems at 
the reasoner’s learning frontier.

SPICE, Liu et al. (2025) 
arXiv:2510.24684



Our project: Teaching yourself physics

• Give a model a scientific 
corpus, useful study methods 
and time to practice.


• Let it generate tasks, attempt 
solutions and update from 
feedback.


• Can this loop improve 
scientific reasoning in a single 
model within a closed system?

Study

Ref. External 
Data

Update



Self-play experiments: preliminary results
• Qwen3-4B self-play on physics 

textbooks. Preliminary results.


• Tasks: free-response and multiple-
choice questions.


• Generation: up to 40K response 
tokens, temperature 1.2.

• Learnability: about 6% of generated 
questions were useful for RL, neither 
too easy nor too hard.


• Compute: about 8 hours on one H200 
node at FirstPrinciples.


• Corpus: 13K textbook sections, about 
1K tokens each.



Speculations on self-learning
• Several problems of existing LLMs appear to be connected:


• sample efficiency, robustness, continual learning and even alignment


• SFT and RL use global gradient updates. They may be the only part of an 
effective system for continual learning.


• Human learning combines multiple forms of memory with signals such 
as curiosity and surprise. 

• The difficulty of self-learning suggests that different learning mechanisms 
may be needed. These could still be built around existing LLM architectures.



Backup


